MULTISAMPLE HYPOTHESES: THE ANALYSIS OF VARIANCE

When measurements of a variable are obtained for each of two samples, hypotheses such as those that use a t-test are appropriate.  However, biologists often collect measurements of a variable as three or more samples, from three or more populations, a situation calling for multisample analyses.

It is tempting to try to use testing of multi sample hypotheses by applying two-sample tests to all possible pairs of samples.  In this manner, for example, one might proceed to test the null hypothesis H0 :  (1 = (2 = (3 by testing each of the following hypotheses by the two-sample t-test: H0: (1 = (2, H0: (1 = (3, H0: (2 = (3.  But such a procedure, of employing a series of two-sample tests to address a multisample hypothesis, is invalid.

The calculated test statistic, t, and the critical values we find in the t table, are designed to test whether the two sample statistics, X1 and X2, are likely to have come from the same population (or from two populations with identical means).  In properly employing the two-sample test, we could randomly draw two sample means from the same population and wrongly conclude that they are estimates of two different populations’ means; but we know that the probability of this error (the Type I error) will be no greater than (.  However, consider that three random samples were taken from a single population.  In performing the three possible two-sample t tests indicated above, with ( = 0.05, the probability of wrongly concluding that two of the means estimate different parameters is 14%, considerable greater than (.  Similarly, if ( is set at 5% and four means are tested, two at a time, by the two-sample t test, there are six pairwise Ho’s to be tested in this fashion, and there is a 26% chance of wrongly concluding a difference between one or more of the means.  Why is this?  

For each two-sample t test performed at the 5% level of significance, there is a 95% probability that we shall correctly conclude not to reject H0 when the two population means are equal.  For the set of three hypotheses, the probability of correctly declining to reject all of them is only 0.953 = 0.86.  This means that the probability of incorrectly rejecting at least one of the H0’s is 1-0.953 = 0.14.  As the number of means increases, the sample means estimate different values of (, even though the samples come from the same population.  Two-sample tests should not be applied to multisample hypotheses.  The appropriate procedures are introduced below.

SINGLE-FACTOR ANALYSIS OF VARIANCE

To test the null hypothesis H0: ( 1 = (2 = … = ( k, where k is the number of experimental groups, or samples, we need to become familiar with the topic of analysis of variance, often abbreviated ANOVA.  Analysis of variance is a large area of statistical methods, and there are many ramifications of analysis of variance to take into considerations but we are only interested in its simplest form at this time.  More complex applications and greater theoretical coverage are to be found in Zar (1996) and in books on experimental design.  At this point, it may appear strange that a procedure used for testing the equality of means should be named analysis of variance, but the reason for this terminology soon will become apparent.


Let us assume that we wish to test whether four different nutrient concentrations result in differential plant growth in tomatoes.  Since we are to test for the effect of only one factor (nutrient concentration) on the variable in question (plant growth), the appropriate analysis is termed a single-factor (or “single-criterion” or “single-classification” or “one-way”) analysis of variance.  Furthermore, each concentration of nutrient is said to be a level of the factor.  The design of this experiment should have each experimental plant being assigned at random to receive one of the four nutrient concentrations, with approximately equal numbers of plants receiving each nutrient concentration.  The importance of randomness is stressed.

Although identical sample sizes are not required for the single-factor ANOVA, the power of the test is heightened by having sample sizes as nearly equal as possible in all respects except for the experimental factor, nutrient concentration (i.e., the plants should be of the same species and age, should be kept at the same temperature, light, etc.) 

Because the plants are assigned to the nutrient groups at random (as with the aid of a random-number table), the single factor ANOVA is said to represent a completely randomized experimental design, or completely randomized design. 

Example 1 shows the weights of nineteen plants subjected to this nutrient experiment, and the null hypothesis to be tested would be H0: ( 1 = ( 2 = ( 3 = ( 4.  Each datum in the experiment may be uniquely represented by the double subscript notation, where Xi j denotes datum j in experimental group i.  For example, X2 3 denotes the third plant weight in nutrient group 2, that is, X23 = 74.0 g.  Similarly, X34 = 96.5 g, X41 = 87.9 g, etc.  We shall let the mean of group i be denoted by Xi, and the grand mean of all observation will be designated by X.  Furthermore, ni will represent the size of sample i, and N = ( nii=1 ni will be the total number of data in the experiment.

Example 1.  Weights (g) of nineteen tomato plants assigned randomly to four experimental groups containing different nutrient concentrations.  

	
	Concentration A
	Concentration B
	Concentration C
	Concentration D

	
	60.8
	68.7
	102.6
	87.9

	
	57.0
	67.7
	102.1
	84.2

	
	65.0
	74.0
	100.2
	83.1

	
	58.6
	66.3
	96.5
	85.7

	
	61.7
	69.8
	
	90.3

	
	
	
	
	

	MEAN
	60.6
	69.3
	100.3
	86.2


To summarize the discussion up to this point, the purpose of analysis of variance is to test differences in means (for groups or variables) for statistical significance.  This is accomplished by analyzing the variance, that is, by partitioning the total variance (MStotal) into the component that is due to true random error (i.e., MSwithin) and the components that are due to differences between means (MSbetween).  The within-group variability is usually referred to as Error Variance (MSerror); denoting that we cannot readily explain or account for it in the current design.  The ratio of MSbetween / MSwithin is then tested for statistical significance using the F-distribution.  If significant, we reject the null hypothesis of no differences between means, and accept the alternative hypothesis that the means (in the population) are different from each other.  Fortunately, the computer program will make all of these calculations for us and print out a table similar to Table 2 below.

Table 2.  Analysis of variance table for data in Table 1.

	ANOVA
	
	
	
	
	
	

	Source of Variation
	SS
	df
	MS
	F
	P-value
	F crit

	Between Groups
	4226.348
	3
	1408.783
	164.64
	1.06E-11
	3.287

	Within Groups
	128.35
	15
	8.556
	
	
	

	
	
	
	
	
	
	

	Total
	4354.698
	18
	
	
	
	


Interpretation of ANOVA Table.  Since the F value (164.64) is larger than the critical value of F (3.287) at (.05, we would reject the Ho of equality of the means.  Indeed, F is so large that the probability that these mean differences are due to chance is < .0000000000106 and the effect of the treatment (SSbetween) explains 97% of the total variation in the data.  It is very important to note however, that while Analysis of variance allows us to detect statistical differences between means, it DOES NOT tell us which means are different.  We need another set of statistical procedures to do this, but more about that later.

Underlying Assumptions.  Recall from the t-test that to test H0: (1 = (2 by the two-sample t test, we had to assume that (12 = (22 and that the two samples came from normal populations.  Similarly, (12 = (22 = (32 = (42 should be true in order to apply the analysis of variance to H0: (1 = (2 = (3 = (4, and each of the k samples should have come from a normal population.  Bartlett’s test for homogeneity might be used to determine whether the assumption of equal variance is met. 

Fortunately, ANOVA is robust, operating well even with considerable heterogeneity of variances, as long as all ni are equal or nearly equal.  If the ni are quite different, then the probability of a Type I error will depart markedly from (, to a degree dependent on the magnitude of the heterogeneity; if larger variance are associated with larger samples, the probability of a Type I error will be <(, and if they are associated with the smaller samples this probability will be >(.  

The analysis of variance is also robust with respect to the assumption of the underlying populations’ normality.  The validity of the analysis is affected only slightly by even considerable deviations from normality (in skewness and/or kurtosis), especially as n increases. 

Thus, the analysis of variance typically may be depended upon unless the data deviate severely from the underlying assumptions.  In the latter case, a nonparametric procedure is appropriate, as it does not depend upon the sampled population’ being distributed in a particular fashion (such as normal) and is only slightly influenced (relatively) by difference in the populations’ dispersions. 
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